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Autonomous navigation in realistic urban environments
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Abstract: Deep Reinforcement Learning (DRL) has achieved remarkable results in simulated envi-
ronments for its ability to learn optimal actions through interaction. Yet, applying these techniques
to complex urban contexts remains challenging due to the need for efficient exploration and adaptive
decision-making. This work applies DRL to autonomous navigation in a realistic simulated environment
based on Vila Real, Portugal, comparing the Proximal Policy Optimization (PPO) and Soft Actor-Critic
(SAC) algorithms. Alongside their implementation, the mathematical principles underlying both meth-
ods are examined to clarify their learning dynamics. The PPO agent achieved a best cumulative reward
of 69.37 after 150 million training steps (66.1 hours), while SAC obtained -7.91 after 182.7 hours, showing
limited performance. These results demonstrate the effectiveness of PPO-based DRL for autonomous
navigation in complex urban environments.
Keywords: Artificial Intelligence, Machine Learning, Deep Reinforcement Learning, Pathfinding Algo-
rithm, Unity.

1. Introduction
Autonomous navigation remains one of the central challenges in Artificial Intelligence (AI), particularly in
realistic and dynamic urban environments where uncertainty, traffic complexity, and environmental vari-
ability make optimal decision-making difficult. Despite significant advances, many existing studies rely
on simplified maps or static scenarios, which limit the agent’s ability to generalize and adapt to real-world
conditions [1, 2]. This gap highlights the need for approaches that combine realistic simulation environ-
ments with advanced learning mechanisms capable of handling high-dimensional and non-deterministic
contexts.

AI aims to develop autonomous agents capable of learning optimal behaviors through interaction with
their environment. In domains such as healthcare and autonomous navigation, the need for adaptive and
responsive systems has grown considerably [3, 4]. Within this domain, Machine Learning (ML) enables
systems to automatically learn and improve from experience without being explicitly programmed [5].
Among its main approaches, Deep Learning (DL) and Reinforcement Learning (RL) form the foundation
of Deep Reinforcement Learning (DRL), a paradigm that enables agents to learn complex behaviors and
make decisions through interaction with their environment [6]. In this work, DRL is instantiated through
two representative algorithms, Proximal Policy Optimization (PPO) and Soft Actor-Critic (SAC).

This work contributes to autonomous driving research by applying DRL in a realistic simulation envi-
ronment. It builds on previous research that presented the initial development phase of the solution [7]. The
setup includes a motorcycle operating within an urban map of Vila Real, Portugal, reconstructed from real
data. This environment enables the agent to learn dynamic navigation strategies and adapt to changing con-
ditions. Beyond learned control, a deterministic path-planning layer (A* over Unity NavMesh) structures
long-horizon navigation via intermediate checkpoints, improving stability in complex urban layouts. At
the same time, the proposed framework provides an applied instance of topics central to optimization and
control: the navigation task is formulated as a sequential decision-making problem, where PPO and SAC
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update a parameterized policy through iterative optimization, while the A* layer computes cost-minimizing
routes over a discretized domain. In addition, the learning objectives used by PPO involve operations such
as clipping, which relate naturally to non-smooth viewpoints that are of interest in the broader analysis
and optimization literature.

The remainder of this paper is organized as follows. Section 2 introduces the fundamentals of Reinforce-
ment Learning, while Section 3 reviews the principles of Deep Learning relevant to this study. Section 4
presents the proposed solution, detailing the development of the learning system, including the integration
of Deep Reinforcement Learning (PPO and SAC) with the A* path-planning algorithm for autonomous
navigation. Section 5 reports and discusses the experimental results obtained, including the comparative
analysis of the best-performing PPO and SAC models. Finally, Section 6 concludes the paper, outlining the
main findings and directions for future work.

2. Reinforcement Learning
RL is a branch of machine learning that studies how agents achieve predefined goals through trial-and-error
interaction with an environment [8].

According to Banerjee et al. [9], the general RL framework can be described as a stochastic sequential
decision-making process, typically formalized through a Markov Decision Process (MDP). It consists of the
following components:

• A finite set of states 𝒮 describing the environment;

• A finite set of actions 𝒜 available to the agent;

• A reward function 𝑅(𝑠𝑡 , 𝑎𝑡) providing feedback for each state–action pair;

• A transition probability distribution 𝑃(𝑠𝑡+1 | 𝑠𝑡 , 𝑎𝑡) defining the environment dynamics;

• A discount factor 𝛾 ∈ [0, 1] weighting future rewards relative to immediate ones.

As described by Mashayekhi et al. [10], the agent–environment interaction evolves as follows: at each
timestep 𝑡, the agent observes the current state 𝑠𝑡 and reward 𝑟𝑡 , then selects an action 𝑎𝑡 from the set of
available actions 𝒜 according to its policy 𝜋(𝑠, 𝑎) = Pr(𝑎𝑡 = 𝑎 | 𝑠𝑡 = 𝑠). After performing the action, the
environment transitions to a new state 𝑠𝑡+1 and provides a new reward 𝑟𝑡+1 associated with the transition
(𝑠𝑡 , 𝑎𝑡 , 𝑠𝑡+1).

The cumulative reward from time 𝑡 is expressed as:

𝑅𝑡 =

∞∑
𝑖=𝑡

𝛾𝑖−𝑡𝑟(𝑠𝑖 , 𝑎𝑖), (1)

where 𝑟(𝑠𝑖 , 𝑎𝑖) denotes the immediate reward for taking action 𝑎𝑖 in state 𝑠𝑖 , and 𝛾 represents the discount
factor that prioritizes present over future rewards. The objective of RL is to learn a policy 𝜋∗ that maximizes
the expected return 𝐽 = E[𝑅0], which can be achieved through stochastic or deterministic optimization
methods.

3. Deep Learning
Deep Learning (DL) relies on artificial neural networks (ANNs), i.e., interconnected artificial neurons
with trainable weights and nonlinear activation functions [11]. DL provides a computational architecture
composed of multiple processing layers capable of learning hierarchical and nonlinear representations
of data [12]. A commonly used architecture is the Multi-Layer Perceptron (MLP), a fully connected
feedforward network that serves as a general-purpose function approximator [13].

This approach enables the extraction of complex features from large datasets, offering high precision
in tasks such as classification, prediction, and data generation [14]. Moreover, it can integrate with other
paradigms, such as Reinforcement Learning, where neural networks are used as function approximators
or state representation models [15].

The following mathematical formulation is adapted from Petersen and Zech [16].
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3.1. Deep Neural Networks
A neural network is composed of interconnected neurons that transform input data through weighted
connections. A single neuron is defined as:

𝜈(𝑥) = 𝜎(𝑤⊤𝑥 + 𝑏), (2)

where 𝑥 ∈ R𝑑 denotes the input vector, 𝑤 ∈ R𝑑 the weight vector, 𝑏 ∈ R a bias term, and 𝜎(·) an activation
function introducing nonlinearity into the model.

3.2. Gradient-Based Training
The learning process aims to determine the network parameters 𝜃 = {𝑤, 𝑏} that minimize a loss function
measuring the difference between predicted and target outputs. For a training set 𝑆 = {(𝑥𝑖 , 𝑦𝑖)}𝑚𝑖=1, the
empirical risk is defined as:

𝑅𝑆(Φ) =
1
𝑚

𝑚∑
𝑖=1

𝐿(Φ(𝑥𝑖), 𝑦𝑖), (3)

where 𝐿(·) is a differentiable loss function. Parameter updates are performed iteratively through gradient-
based methods such as stochastic gradient descent:

𝜃𝑘+1 = 𝜃𝑘 − 𝜂∇𝜃𝑅𝑆(Φ),

with 𝜂 denoting the learning rate.

3.3. Prediction
After training, the model’s performance on unseen data is evaluated through the expected risk:

𝑅(Φ∗) = E(𝑥,𝑦)∼𝒟
[
𝐿(Φ∗(𝑥), 𝑦)

]
, (4)

where𝒟 represents the underlying data distribution. A small difference between𝑅(Φ∗) and𝑅𝑆(Φ) indicates
good generalization, while a large difference suggests overfitting to the training data [9].

4. Proposed Solution
This section presents the proposed solution for autonomous navigation based on Deep Reinforcement
Learning (DRL) integrated with deterministic path planning. The main objective is to enable a motorcycle
agent to learn and perform efficient navigation strategies within a realistic urban environment. The
proposed architecture is organized into three main components: the environment, the agent, and the
learning system. The learning system combines two complementary layers: a learning-based control
mechanism, where the agent adapts its behavior through interaction with the environment using DRL
algorithms (PPO and SAC), and a planning layer based on the A* algorithm, responsible for structuring
long-horizon navigation through dynamically generated checkpoints that guide the agent towards its
targets.

4.1. Deep Reinforcement Learning
The new generation of reinforcement learning algorithms, which leverage the computational power of
modern GPUs and combine reward–penalty optimization with deep neural representations, is known
as Deep Reinforcement Learning (DRL) [17]. DRL integrates Deep Learning (DL) and Reinforcement
Learning (RL) to enable agents to learn complex behaviors through interaction with their environment,
using neural networks to approximate value and policy functions. In recent years, this approach has
achieved remarkable results across several domains, including robotics control, autonomous driving,
industrial automation, healthcare, financial trading, cybersecurity, and gaming [18, 19].

To facilitate the implementation of DRL techniques within this project, the Unity ML-Agents Toolkit
[20] was employed, as it provides a straightforward framework for applying algorithms such as PPO and
SAC. These algorithms were selected for their proven ability to train agents capable of making efficient and
robust decisions in complex and dynamic environments.
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4.1.1. Proximal Policy Optimization (PPO)
PPO is an on-policy optimization algorithm that uses a neural network to define an optimal policy by
associating an agent’s observations with the best possible action in a given state. When integrated with
frameworks such as TensorFlow or Unity ML-Agents, the algorithm interacts with Python processes to
optimize training parameters through gradient descent. By estimating both the direction and magnitude
of the cost function change, PPO achieves more efficient and stable training than traditional gradient
descent methods [21].

The algorithm follows an actor–critic architecture, where the actor is responsible for selecting actions
and the critic evaluates them. This structure combines policy updates with feedback from value estimation,
preventing destructive policy changes common in traditional methods. Through alternating between data
collection and gradual policy updates that do not deviate excessively from the previous policy, PPO achieves
a balance between simplicity, computational efficiency, and effective data utilization [22].

The core idea of PPO is to optimize a surrogate objective function while constraining policy updates to
avoid large deviations from the previous policy [23]. The main objective function is defined as:

𝐿𝐶𝐿𝐼𝑃(𝜃) = Ê𝑡

[
min

(
𝑟𝑡(𝜃)𝐴̂𝑡 , clip (𝑟𝑡(𝜃), 1 − 𝜖, 1 + 𝜖) 𝐴̂𝑡

)]
, (5)

where:

• 𝜃 represents the policy parameters (neural network weights);

• Ê𝑡 is the empirical expectation over sampled timesteps;

• 𝑟𝑡(𝜃) = 𝜋𝜃(𝑎𝑡 |𝑠𝑡 )
𝜋𝜃old (𝑎𝑡 |𝑠𝑡 )

is the probability ratio between the new and old policies;

• 𝐴̂𝑡 is the estimated advantage at time 𝑡;

• 𝜖 is a small hyperparameter controlling the clipping range.

The objective 𝐿𝐶𝐿𝐼𝑃(𝜃) ensures that the new policy does not deviate significantly from the old one by
taking the minimum between the unclipped objective 𝑟𝑡(𝜃)𝐴̂𝑡 and its clipped version. This conservative
update maintains a balance between exploration and exploitation, resulting in more stable and reliable
learning [23, 24]. In summary, PPO penalizes large policy changes to ensure smooth and stable policy
updates while optimizing performance.

4.1.2. Soft Actor-Critic (SAC)
Unlike PPO, the SAC algorithm follows an off-policy approach, meaning it can learn from previously
collected experiences stored in a replay buffer. During training, random samples are drawn from this
buffer, which significantly improves sample efficiency—often requiring five to ten times fewer samples
than PPO to achieve comparable performance. However, SAC typically requires more model updates per
episode, making it suitable for environments where each simulation step is computationally expensive [25].

SAC is an off-policy actor–critic algorithm based on the maximum entropy framework. Its objective is
to maximize both the expected reward and the entropy of the policy, encouraging stochastic behaviors that
improve exploration and stability [26, 27]. The key loss functions in SAC are defined as follows:

Q-function update. The Q-function parameters are optimized by minimizing the soft Bellman residual:

𝐽𝑄(𝜃) = E(𝑠𝑡 ,𝑎𝑡 )∼𝐷

[
1
2
(
𝑄𝜃(𝑠𝑡 , 𝑎𝑡) −

(
𝑟(𝑠𝑡 , 𝑎𝑡) + 𝛾E𝑠𝑡+1∼𝑝 [𝑉𝜃̄(𝑠𝑡+1)]

) )2
]
, (6)

where 𝑄𝜃(𝑠𝑡 , 𝑎𝑡) is the Q-function parameterized by 𝜃, 𝑟(𝑠𝑡 , 𝑎𝑡) is the reward, 𝛾 is the discount factor, and
𝑉𝜃̄(𝑠𝑡+1) is the target value function.

Value function update. The value function minimizes the difference between the expected Q-value and
the entropy-regularized return:

𝐽𝑉 (𝜃̄) = E𝑠𝑡∼𝐷

[
1
2

(
𝑉𝜃̄(𝑠𝑡) − E𝑎𝑡∼𝜋𝜙

[
𝑄𝜃(𝑠𝑡 , 𝑎𝑡) − log𝜋𝜙(𝑎𝑡 |𝑠𝑡)

] )2
]
. (7)
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Policy update. The policy parameters are optimized to maximize both expected reward and entropy:

𝐽𝜋(𝜙) = E𝑠𝑡∼𝐷, 𝑎𝑡∼𝜋𝜙

[
log𝜋𝜙(𝑎𝑡 |𝑠𝑡) −𝑄𝜃(𝑠𝑡 , 𝑎𝑡)

]
. (8)

Entropy regularization. The entropy of the policy ensures that it remains sufficiently stochastic:

ℋ(𝜋(·|𝑠)) = −E𝑎∼𝜋
[
log𝜋(𝑎|𝑠)

]
. (9)

By alternating between these updates—Q-function, value function, and policy—the SAC algorithm
achieves efficient and stable learning while maintaining a balance between exploration and exploitation
[28, 29, 30, 31].

4.2. Path Planning with A* Algorithm
To improve navigation consistency and reduce suboptimal exploration by the agent, a deterministic path
planning layer was integrated using the A* algorithm. This approach relies on Unity’s NavMesh to discretize
the environment into traversable nodes, upon which A* computes an optimal route between the agent’s
current position and the nearest target. The route is discretized into a sequence of intermediate checkpoints,
which is regenerated after each target is collected using the agent’s updated position to plan towards the
next nearest target, providing structured waypoints that guide the agent throughout the episode.

Mathematically, A* extends Dĳkstra’s algorithm by introducing a heuristic term that estimates the
remaining cost to the goal, effectively balancing exploration and exploitation during path expansion [32].
The parameterization of this method is defined as [32, 33]:

𝑓 (𝑛) = 𝑔(𝑛) + ℎ(𝑛) (10)

where:

• 𝑓 (𝑛) denotes the total estimated cost from the start node to the goal through node 𝑛;

• 𝑔(𝑛) represents the accumulated cost from the start node to 𝑛;

• ℎ(𝑛) is the heuristic estimate of the cost from 𝑛 to the goal.

In this implementation, nodes 𝑛 correspond to traversable positions extracted from the NavMesh. The
real cost 𝑔(𝑛) is defined as the Euclidean distance between consecutive nodes, while the heuristic term ℎ(𝑛)
is calculated as the Euclidean distance from 𝑛 to the target [34]:

ℎ(𝑛) =
√
(𝑥𝑛 − 𝑥𝑡)2 + (𝑦𝑛 − 𝑦𝑡)2 + (𝑧𝑛 − 𝑧𝑡)2 (11)

This heuristic ensures admissibility and consistency, guiding the search efficiently towards the optimal
path. At each iteration, A* expands the node with the lowest total estimated cost 𝑓 (𝑛), iteratively construct-
ing the minimal-cost path until the goal is reached. The sequence of nodes obtained defines the route,
subsequently partitioned into checkpoints used by the agent as intermediate learning targets.

4.3. Learning System Implementation
The learning process in this work is structured around four main components: initialization, action se-
lection, reward assignment, and environment interaction. Training begins with the configuration of the
environment and its components. At the start of each episode, the agent is repositioned, and the targets
are either generated randomly or manually defined to represent a specific scenario, resetting all states to
ensure that both the environment and the agent are ready. At this stage, the agent identifies the closest
target based on the minimum distance among all available targets. Subsequently, a path of checkpoints is
generated to guide the agent during navigation towards the selected target.

The observations collected by the agent during training are crucial for decision-making. These include
the motorcycle’s forward speed and steering angle towards the nearest checkpoint or, when all checkpoints
are collected or absent due to proximity, towards the closest target. Two sensors are integrated into the
system: one to detect obstacles, boundaries, checkpoints, and targets, and another to recognize the road.
The collected data are processed so that the learning model can act according to the current environment
state, using inputs for steering, acceleration, and braking.
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The training process is driven by a reward system. The agent receives positive rewards for reaching each
checkpoint and target, with an additional bonus when all generated checkpoints and targets are collected.
Negative rewards are applied for undesired behaviors, such as leaving the road, colliding with obstacles or
environment limits, or maintaining low, reverse, or zero velocity. The agent is also penalized if the distance
to the next objective (checkpoint or target) increases. Time plays a crucial role, with a penalty applied
whenever the agent exceeds the ideal 30-second time limit for reaching a checkpoint or target.

Equation 12 defines the reward function adopted in this work, including the weights assigned to each
component. Due to the high computational cost of each training session, which made an exhaustive op-
timization of these weights infeasible, the values were set empirically through an iterative trial-and-error
process to balance incentives and penalties. The resulting reward design was validated via rollout in-
spection to confirm that higher cumulative reward aligned with goal-directed progress (checkpoint/target
completion), rather than reward hacking or overly conservative policies.

𝑅𝑡 = 𝑟𝑐ℎ𝑒𝑐𝑘𝑝𝑜𝑖𝑛𝑡 · 1(𝑟𝑒𝑎𝑐ℎ𝑒𝑑_𝑐ℎ𝑒𝑐𝑘𝑝𝑜𝑖𝑛𝑡) + 𝑟𝑡𝑎𝑟𝑔𝑒𝑡 · 1(𝑟𝑒𝑎𝑐ℎ𝑒𝑑_𝑡𝑎𝑟𝑔𝑒𝑡)
+𝑟𝑎𝑙𝑙_𝑐ℎ𝑒𝑐𝑘𝑝𝑜𝑖𝑛𝑡𝑠 · 1(𝑎𝑙𝑙_𝑐ℎ𝑒𝑐𝑘𝑝𝑜𝑖𝑛𝑡𝑠_𝑐𝑜𝑙𝑙𝑒𝑐𝑡𝑒𝑑) + 𝑟𝑎𝑙𝑙_𝑡𝑎𝑟𝑔𝑒𝑡𝑠 · 1(𝑎𝑙𝑙_𝑡𝑎𝑟𝑔𝑒𝑡𝑠_𝑐𝑜𝑙𝑙𝑒𝑐𝑡𝑒𝑑)

+𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 · 1(𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒_𝑖𝑛𝑐𝑟𝑒𝑎𝑠𝑒𝑑) + 𝑝𝑜 𝑓 𝑓 _𝑟𝑜𝑎𝑑 · 1(𝑜 𝑓 𝑓 _𝑟𝑜𝑎𝑑)
+𝑝𝑐𝑜𝑙𝑙𝑖𝑠𝑖𝑜𝑛 · 1(𝑐𝑜𝑙𝑙𝑖𝑠𝑖𝑜𝑛) + 𝑝𝑡𝑖𝑚𝑒 · 1(𝑡𝑖𝑚𝑒𝑜𝑢𝑡)

+𝑝𝑣𝑒𝑙𝑜𝑐𝑖𝑡𝑦 · 1(𝑙𝑜𝑤_𝑟𝑒𝑣𝑒𝑟𝑠𝑒_𝑧𝑒𝑟𝑜_𝑠𝑝𝑒𝑒𝑑)

(12)

where:

• Rewards:

– 𝑟𝑐ℎ𝑒𝑐𝑘𝑝𝑜𝑖𝑛𝑡 = +1 — reaching a checkpoint;
– 𝑟𝑡𝑎𝑟𝑔𝑒𝑡 = +2 — reaching a target;
– 𝑟𝑎𝑙𝑙_𝑐ℎ𝑒𝑐𝑘𝑝𝑜𝑖𝑛𝑡𝑠 = +2 — collecting all checkpoints;
– 𝑟𝑎𝑙𝑙_𝑡𝑎𝑟𝑔𝑒𝑡𝑠 = +5 — collecting all targets.

• Penalties:

– 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 = −0.01 · |𝑑𝑜𝑡𝑉𝑎𝑙𝑢𝑒 | — moving away from the next objective (dotValue measures the
misalignment between the motorcycle and the objective);

– 𝑝𝑜 𝑓 𝑓 _𝑟𝑜𝑎𝑑 = −0.2 — navigating off the road;
– 𝑝𝑐𝑜𝑙𝑙𝑖𝑠𝑖𝑜𝑛 = −2 — collision with an obstacle or environment boundary;
– 𝑝𝑡𝑖𝑚𝑒 = −1 — exceeding the time limit to reach an objective;
– 𝑝𝑣𝑒𝑙𝑜𝑐𝑖𝑡𝑦 = −0.005 — maintaining low, reverse, or zero speed.

The episode ends when the agent collects all targets or commits a critical error, such as colliding with
an obstacle or boundary, or exceeding the time limit to reach the next objective.

To complement this setup, we explored hyperparameters in a limited, manual manner, as automated
tuning was not feasible in our context and the high computational cost of training constrained further
refinement. We therefore tested three configurations per algorithm, selected to cover different points within
recommended ranges while keeping additional time and resource costs manageable. The corresponding
configuration values are reported alongside the results.

The implementation of this learning system followed an iterative and adaptive logic, providing a solid
foundation for the agent to progressively learn to achieve the proposed targets based on the experience
gained.

5. Results
5.1. Results of PPO Configurations
The three configurations tested for the PPO algorithm showed overall positive performances, with one
configuration standing out clearly (Figure 1).
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The model with the configuration AgentBehaviour_1 clearly stood out as the most efficient. Throughout
the training, the agent demonstrated a growing and relatively stable cumulative reward curve, with few
oscillations and a final performance significantly superior to the others. This evolution indicates that an
effective and adaptable policy was learned, resulting in a robust and convergent training trajectory. The
agent achieved a final cumulative reward of 69.37 points after approximately 66.1 hours of training. This
performance suggests that the use of a moderate and constant learning rate (0.0003) may have contributed
to a good balance between learning speed and stability. The values of batch_size (4096) and buffer_size
(409600) may have provided sufficient diversity of experiences without compromising efficiency. The
neural network of three layers with 256 hidden units each may have ensured adequate capacity to learn
relevant patterns from the environment without overloading the model complexity. Parameters such as
epsilon (0.2) and beta (0.007) seem to have favored a good balance between exploration and regularization,
contributing to more consistent learning.

Figure 1. Comparison of cumulative reward evolution for the PPO configurations.

The model with the configuration AgentBehaviour_2 presented an intermediate performance. The
agent showed an initial evolution but stagnated before reaching the levels obtained by the most efficient
configuration. The final cumulative reward was 13.65 points, with a total training time of about 75.7 hours.
This limitation may be related to the use of a higher and linear learning rate (0.0005), which may have
favored faster learning in the initial phases but led to premature convergence to a suboptimal policy and
reduced learning progress in later stages. The batch_size (2048) and buffer_size (204800), being smaller,
may have allowed more frequent updates but with less diversity of experiences. The neural network,
composed of two layers with 512 hidden units each, prioritized per-layer capacity over depth, which may
have limited generalization. The parameters epsilon (0.15) and beta (0.005) may have contributed to a
more conservative and less exploratory policy, leading to the early adoption of suboptimal behaviors. In
addition, the reduction of the time_horizon (512), although useful to provide more immediate feedback,
may have made the agent unable to plan in the long term.

The model with the configuration AgentBehaviour_3 registered the worst performance, with a final cu-
mulative reward of –3.83 points after approximately 76.3 hours of training. The learning curve was unstable
throughout the process, with frequent oscillations and no evident progress. This negative evolution may
be related to the use of a very low learning rate (0.0001), which may have made the agent’s adaptation
difficult, making learning slow. The high values of batch_size (8192) and buffer_size (819200) may have
reduced the frequency of policy updates, delaying the impact of more recent experiences. The neural
network, composed of four layers with 128 hidden units each, presented a deep structure but with reduced
per-layer capacity, which may have made it difficult to learn more complex patterns from the environment.
The parameters epsilon (0.25) and beta (0.01) seem to have encouraged an excessively exploratory policy,
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compromising the consolidation of effective behaviors. Finally, the high time_horizon (2048) may have
delayed the feedback of actions.

In summary, the results demonstrate that the model with the configuration AgentBehaviour_1, combining
a moderately complex architecture, a constant learning rate, and balanced exploration and regularization
hyperparameters, proved to be more effective for the environment in question. These results highlight the
importance of careful and systematic configuration of parameters, essential to achieve robust performance
in complex contexts.

5.2. Results of SAC Configurations
The three configurations tested for the SAC algorithm showed overall unsatisfactory performances. Unlike
what was observed with PPO, the agents trained with SAC were not able to reach high or even positive
levels of cumulative reward, showing learning curves characterized by oscillations, stagnations, and lack
of convergence. Although three configurations with different approaches were tested, the results suggest
that SAC may not have been the most suitable algorithm for the scenario in question, or that it requires an
even more precise configuration to achieve satisfactory performance (Figure 2).

Figure 2. Comparison of cumulative reward evolution for the SAC configurations.

The model with the configuration AgentBehaviour_1 achieved the best relative performance, with a final
cumulative reward of –7.91 points after approximately 182.7 hours of training. This behavior may be
associated with the use of a constant and moderate learning rate (0.0003), which may have favored stability
but also limited adaptability. The values of batch_size (256), buffer_size (4,000,000), and buffer_init_steps
(10,000) may have created a conservative and reliable training base, but insufficient to produce significant
improvements. The neural network, composed of three layers with 256 hidden units each, may have been
balanced but unable to adequately represent the environment’s dynamics. The value of init_entcoef (0.2)
provided a moderate level of entropy, which may have been insufficient to encourage the exploration of
more effective strategies.

The model with the configuration AgentBehaviour_2 obtained a lower cumulative reward (–8.96 points)
and required a significantly longer time than the others, with about 681.5 hours of training, i.e., more than 28
continuous days. The use of a higher and linearly decaying learning rate (0.0005) was intended to accelerate
early learning but may have ultimately compromised policy stability over time. Since all SAC configurations
were trained under the same experimental conditions, this unusually long duration is most plausibly
attributable to the specific hyperparameter configuration (and its associated computational overhead)
rather than the intrinsic complexity of the Vila Real environment or Unity–Python communication effects.
The values of batch_size (512), buffer_size (5,000,000), and buffer_init_steps (50,000) may have increased
the computational and memory demands of training and required a longer warm-up phase before the
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updates became fully effective, which may have contributed to slower learning and instabilities. The
neural network, composed of two layers with 512 hidden units each, prioritized per-layer capacity over
depth, which may have negatively affected generalization. The value of init_entcoef (0.1) and the reduced
time_horizon (512) may have favored a more reactive policy but one incapable of consolidating effective
long-term behaviors.

The model with the configuration AgentBehaviour_3, with a total training time of 182.5 hours, registered
the worst performance, with a final cumulative reward of –9.23 points. The combination of a very low
learning rate (0.0001) with high values of batch_size (1024) and buffer_size (8,000,000), associated with
buffer_init_steps (200,000), resulted in excessively slow training with poor adaptability. The neural network,
composed of four layers with 128 hidden units each, offered depth but limited per-layer capacity, which
may have hindered the learning of relevant patterns. The value of init_entcoef (0.05) may have contributed
to low entropy, promoting an excessively conservative policy, while the high time_horizon (2048) may have
further delayed feedback, making policy evolution even more difficult.

Overall, all SAC configurations showed weak performances and long training times, especially the
model with the configuration AgentBehaviour_2. These results reflect a trend already observed in the
testing phase, where SAC showed difficulties in achieving stability and convergence. Although tested
with a diverse set of configurations, the performance differences between them were minimal, raising the
question of whether the results are due exclusively to the algorithm’s sensitivity to hyperparameters or
whether SAC may indeed be less suitable for this type of environment.

5.3. Comparison of the Best Models
The comparative analysis of the results obtained for the PPO and SAC algorithms confirms a clear and
consistent advantage of PPO throughout the entire experimental process. Already in the initial testing
phase, PPO demonstrated greater stability and convergence ability, quickly achieving a positive cumulative
reward, while SAC remained oscillating around negative values. This trend continued in the final phase,
even after applying optimized configurations (Figure 3).

Figure 3. Comparison of the best-performing PPO and SAC models.
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Considering the best configurations of each algorithm (AgentBehaviour_1), PPO reached a final cumula-
tive reward of 69.37 points in 66.1 hours, while SAC ended with –7.91 points in 182.7 hours (Table 1). This
difference not only demonstrates the superior capability of PPO in terms of performance but also its greater
computational efficiency and faster convergence. PPO was able to extract relevant patterns and stabilize
the policy effectively, even in a complex environment, while SAC proved more prone to instabilities and
adaptation difficulties.

Table 1. Comparison between the best PPO and SAC models.

Algorithm Final Cumulative Reward Training Time (hours)
PPO 69.37 66.1
SAC –7.91 182.7

Although SAC theoretically possesses a more flexible and sophisticated exploration mechanism, the ob-
tained results raise doubts about its practical adequacy for this type of task. The overall weak performance
of SAC, combined with the small variation among its tested configurations, raises the question of whether
the results are due solely to its sensitivity to hyperparameters or whether they reflect a deeper limitation
of the algorithm’s suitability for the type of task and environment under study. This question becomes
even more relevant since it was not possible to employ automatic hyperparameter tuning methods, which
would allow a more precise adjustment of the models and more solid conclusions regarding the impact of
different combinations and algorithms.

In summary, the results indicate that PPO showed to be the most suitable option, standing out as the
most effective—and the only successful—approach for navigation and decision-making tasks in continuous
spaces. The algorithm demonstrated not only high stability and consistency in performance but also efficient
adaptability, requiring less configuration effort and significantly lower computational resources. These
characteristics position PPO as a robust solution for demanding environments where learning efficiency
and decision-making reliability are essential.

5.4. Application of the Model in a Realistic Scenario
To validate the performance of the trained model, a hypothetical scenario with realistic characteristics was
designed, representing a courier riding an A-MoVeR motorcycle, rented by the respective employer, to
deliver products to citizens with reduced mobility in the city of Vila Real (route shown in Figure 4).

Figure 4. Route of the simulated delivery scenario in Vila Real.
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In this context, the driver completes a delivery and receives, through the platform developed by the
A-MoVeR team [35], two new delivery requests (represented in the figure by START). The first comes from
a user living on Dr. José Figueiredo street, who requested some essential food items (represented in the
figure by 2T), and the second from a resident on Cidade de Portimão street, who requested the delivery of
prescribed medication (represented in the figure by FINISH). In a real scenario, this information would be
displayed to the driver through the interface integrated into the motorcycle, which would automatically
generate a route with pickup and delivery points, optimizing the path dynamically and efficiently. In this
case, the stop points are the supermarket (represented in the figure by 1T), located on University Avenue,
and the Portugal Pharmacy (represented in the figure by 3T), located at the Nervir roundabout. Based on
the generated route, the driver would collect the products at the respective locations and deliver them to
their destinations.

This process is simulated in the virtual environment through the navigation of the autonomous mo-
torcycle, which travels through this urban and logistical scenario1. In this context, the trained model
demonstrated the ability to follow the generated route, correctly passing through the pickup and deliv-
ery points and adapting its navigation to the city’s geometry and task conditions. During navigation, 68
checkpoints were generated to assist the agent: 5 up to the first target, 22 up to the second, 28 up to the
third—where a greater distance was observed—and finally 13 up to the fourth and last delivery point.
It is also important to note that the agent traversed practically the entire city from one end to the other,
completing the navigation in 2 minutes and 51 seconds, maintaining a constant and appropriate speed
according to the route characteristics and the situations encountered along the path. This simulation ver-
ified that the agent successfully met the defined objectives, showing stable behavior, consistent responses
to environmental variations, and a trajectory aligned with the expected plan.

The agent proved capable of achieving the objectives successfully, maintaining a stable and coherent
trajectory throughout the route. Even when facing small variations in terrain or direction, it maintained
consistent and appropriate decisions, without navigation failures or significant deviations. The simulation
thus confirmed that the behavior learned by the agent showed signs of generalization within the simulated
environment to a realistic scenario aligned with the defined requirements.

6. Conclusion and Future Work
This work demonstrated the integration of Deep Reinforcement Learning (DRL) techniques with determin-
istic path planning methods for autonomous navigation in realistic urban environments. Using a virtual
representation of the city of Vila Real, an intelligent agent was trained to control a physics-based electric
motorcycle inspired by the A-MoVeR project model. The agent’s navigation relied primarily on the PPO
algorithm, complemented by an auxiliary A* pathfinding system that generated a sequence of checkpoints
to structure the learning process.

Although the PPO agent achieved consistent autonomous navigation, some limitations persisted, mainly
related to the high computational cost of training and the manual tuning of hyperparameters. In particular,
SAC required substantially longer training times, and Configuration 2 reached 681.5 hours, which is
not acceptable for this type of development scenario. While the intended workflow is to train offline
and deploy only a lightweight policy for real-time inference, such prolonged training durations remain
a practical limitation and must be reduced to improve real-world applicability. Future research should
explore automated hyperparameter optimization techniques and hybrid architectures that combine DRL
with differentiable planning layers to improve efficiency and robustness, including evaluation of the learned
policy on different urban maps and under varied conditions to assess cross-layout generalization and
transferability.

Further extensions include the introduction of dynamic obstacles and multi-agent scenarios, allowing
the application of game-theoretic formulations to model cooperative and competitive interactions. This
would require extending the reward function with safety/near-collision terms and augmenting the check-
point planning with online replanning or a local avoidance layer to account for moving agents. Additionally,
alternative path-planning strategies and heuristics could be evaluated for adaptive route planning in more
dynamic and geometrically complex environments, including approaches such as Ant Colony Optimiza-
tion (ACO) or fuzzy-logic–based methods. Moreover, future work should investigate training-efficiency
improvements to reduce the computational burden observed in realistic urban simulations.
1Demonstration video available at: https://youtu.be/XVgXq2MMxfM (restricted access via direct link)

https://youtu.be/XVgXq2MMxfM
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Overall, the results confirm the mathematical and practical feasibility of combining DRL and A*
pathfinding in realistic urban simulations, providing a solid foundation for future research on autonomous
mobility systems.
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